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Abstract—In document analysis, page segmentation is a
fundamental task that divides a document image into semantic
regions. In addition to local features, such as pixel-wise information, co-occurrence features are also useful for extracting
texture-like periodic information for accurate segmentation.
However, existing convolutional neural network (CNN)-based
methods do not have any mechanisms that explicitly extract
co-occurrence features. In this paper, we propose a method for
page segmentation using a CNN with trainable multiplication
layers (TMLs). The TML is specialized for extracting cooccurrences from feature maps, thereby supporting the detection of objects with similar textures and periodicities. This
property is also considered to be effective for document image
analysis because of regularity in text line structures, tables,
etc. In the experiment, we achieved promising performance
on a pixel-wise page segmentation task by combining TMLs
with U-Net. The results demonstrate that TMLs can improve
performance compared to the original U-Net. The results also
demonstrate that TMLs are helpful for detecting regions with
periodically repeating features, such as tables and main text.
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I. I NTRODUCTION
Layout analysis has been actively studied in the field
of document analysis and recognition. The main objective
of layout analysis is to identify desired regions within a
document, then extract only the desired information from
those regions. Layout analysis methods can be divided
into two main categories: appearance-based analysis and
semantic-based analysis. Appearance-based analysis, which
is also called page segmentation, aims to distinguish regions
with different attributes. In page segmentation, there is a
task for separating different semantic regions, such as figure,
tables, and text [1]–[5], and a task for extracting specific
regions that must be separated [6]–[12]. Semantic-based layout analysis, which is also called logical structure analysis,
aims to understand the meanings of different regions and
distinguish regions according to their meanings (e.g., caption
and paragraph separation) [13].
In this paper, we focus on page segmentation, specifically pixel-wise semantic segmentation. It is important to
appropriately extract features for estimating the class of
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Figure 1. Architecture of the proposed method for page segmentation.
This is U-Net architecture with four skip connections that are combined
with TMLs on the first and second skip connections. By placing TMLs
behind convolutional layers, co-occurrence features can be extracted over
the entire output feature channels.

each pixel while considering the context. Among the many
feature extraction methods proposed so far, methods using
convolutional neural network (CNN) architectures have become mainstream for semantic segmentation in recent years.
Using such methods, it is possible to train a model without explicitly designing features by training a convolutiondeconvolution structure in an end-to-end fashion.
In addition to CNN features, we consider the texture information of a document for more accurate page segmentation.
We can recognize the text in a document by looking at the
document roughly because we consider not only the local
information of each character but also the texture information of entire text regions. Elements with high correlation
with neighboring pixels represent a texture. Therefore, cooccurrence features are considered to be important features
for extracting textures. Common CNN-based architectures

•

•

We propose a novel approach for page segmentation using a CNN with TMLs that extract texture-like features
from the whole feature maps.
We demonstrate that TMLs are effective for segmenting
regions with an inherent periodicity, such as tables and
main text, for page segmentation.
II. R ELATED W ORK

Many methods using texture-based features have been
studied for page segmentation [17]. Lin et al. proposed a
method using texture features extracted by a gray level cooccurrence matrix (GLCM) for page segmentation [15]. The
texture features from the GLCM are clustered using the
k-means algorithm and the clustered groups are classified
based on heuristic rules for page segmentation. Oyedotun
et al. also proposed an approach using GLCM texture
features with a feedforward neural network (NN) [18].
Various attributes, including information from the GLCM,
are input into the feedforward NN. Three different regions
denoted as text, graphics, and background are then classified
by the trained classifier. Another method for extracting
texture features using wavelets was proposed by Hiremath
et al. [14]. Co-occurrence histograms of images provide
information regarding the connections between sub-bands
and texture features from this information are used for script
identification.
The U-Net architecture was proposed by Ronneberger et
al. for biomedical image segmentation [19]. In this architecture, abstracted features of the whole image are extracted
from the path through multiple encoders and decoders.
Additionally, features containing location information from
the paths where some encoders and decoders are skipped,
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are powerful for extracting local features, but they do not
have the capability to extract texture features explicitly.
For extracting texture features, hand-crafted models have
traditionally been utilized [14], [15].
We propose a novel method using a CNN with trainable multiplication layers (TMLs) [16] to extract texturelike features for pixel-wise page segmentation as shown in
Fig. 1. TMLs are trained to extract co-occurrence features
between the local features extracted by convolutional layers.
TMLs extract co-occurrence features not only within the
same feature map but also between different feature maps.
This property allows us to extract periodically repeated
features, such as textures, more efficiently. By considering
the characteristics of a document in which text elements are
listed or repeated, TMLs are helpful for segmenting regions
that have an inherent periodicity. Furthermore, TMLs can be
trained in end-to-end fashion by incorporating it into a CNN
architecture, thereby performing page segmentation based
on both local features extracted by convolutional layers and
texture-like features extracted by TMLs.
Our main contributions are summarized as follows:
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Figure 2. Numerical and graphical examples of TML’s calculation. (a)
TML multiplies the selected elements and outputs co-occurrence features,
where 8 = 20 · 11 · · · 10 · 23 · 10 , emphasizing the co-occurrence
between first and third rows of the input that is difficult to extract using a
convolutional layer. (b) Each filter of the TML shows a strong response to
different text line intervals.

which are called skip connections, are concatenated. This UNet architecture provides a novel methodology for segmentation. Fink et al. achieved excellent results at the ICDAR
2017 Competition for baseline detection by using a UNet [20]. Two common U-Nets are applied for different
purposes, namely baseline extraction, and layout analysis.
They subdivide images of various sizes into consistent small
window sizes and input them into the U-Nets. In contrast
to using two common U-Nets with different purposes, a
stacked U-Net in which two U-Nets are directly connected
for a single purpose was proposed by Ma et al. [21].
They demonstrated that unstable results could be refined by
stacking one or more common U-Nets. Their architecture is
applied to flatten 3D documents into 2D documents and it
successfully removes distortion from the documents. Stahl
et al. used common U-Nets to extract main text information
from PDF documents [22].
The methods above obtain adaptive feature representations
implicitly through end-to-end training. However, they do
not explicitly utilize the co-occurrence relationships between
the extracted features. To the best of our knowledge, our
proposed method is the first approach that adopts both trainable co-occurrence relationships and feature representations
simultaneously for document image analysis.
III. P ROPOSED M ETHOD
Fig. 1 presents the architecture of the proposed method
for page segmentation. As shown in Fig. 1, by combining

TMLs with a U-Net architecture, it is possible to extract
features that are difficult to extract using only a CNN
architecture automatically. The proposed architecture can be
trained in end-to-end fashion based on the local features
extracted by convolutional layers, location information from
skip connections, and the texture-like features from TMLs.
A. Trainable Multiplication Layer
Fig. 2 presents numerical and graphical examples of calculation for extracting co-occurrence features using TMLs.
As shown in Fig. 2(a), the TML multiplies only the selected
pixels of the input image by weights, whereas the convolutional layer convolves all elements in the receptive field.
Given an input image or feature map X ∈ RN1 ×N2 ×K , N1
is the number of rows, N2 is the number of columns, and
K is the number of channels. The corresponding TML is
defined as follows:
yijm =

−1
K−1
Y WY
Y H−1

{x(i+p)(j+q)k }wpqkm ,

k=0 p=0 q=0

where xijk is the (i, j, k)-th element of X (i = 0, ..., N1 −
1, j = 0, ..., N2 − 1, k = 0, ..., K − 1) and wpqkm ≥ 0
is the (p, q)-th pixel in the m-th filter for channel k (p =
0, ..., H − 1, q = 0, ..., W − 1, m = 0, ..., M − 1, where M
is the number of filters, H is the number of rows and W is
the number of columns in filter).
Elements to be multiplied are determined via training. If wpqkm is trained to be zero, x(i+p)(j+p)k is not
multiplied for any (i, j) because {x(i+p)(j+q)k }wpqkm =
{x(i+p)(j+q)k }0 = 1 regardless of the value x(i+p)(j+p)k . If
wpqkm is non-zero, x(i+p)(j+p)k is multiplied after raising
the power of wpqkm , i.e., multiplied as {x(i+p)(j+q)k }wpqkm .
Each filter multiplies several values throughout the feature
map and eventually is trained to multiply the relevant pixel
values. By continuously multiplying the co-occurred values
at regular intervals, we can extract texture-like features
through the trained filters.
Such property of the TML can be applied to page segmentation. As shown in Fig. 2(b), text lines are repeated
vertically and regularly in document images. In addition,
within each text line, characters are aligned horizontally and
regularly. Those regularities can be captured by the TML as
different texture features from non-text line components in
the page.
B. U-Net Architecture
A U-Net consists of encoders, decoders, and skip connections for segmentation. For encoding, local features are
extracted by two convolutional layers with batch normalization and rectified linear unit (ReLU) activation functions.
Between each set of convolutional layers, max pooling is
used and the number of filters is doubled. In the decoding,
the reverse is done; upsampling is used and the number of
filters is reduced by half. The output feature channel of the
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Figure 3. Preprocessed images and GTs for each dataset. The GTs are
integrated for binary segmentation and all images are transformed into
512 × 512-pixel grayscale images. Left: preprocessed image, Right: GT.

encoder and upsampled feature channel of the decoder are
concatenated through the corresponding skip connection. In
the decoder, convolutional layers with the same size and
number as those in the encoder are repeated with batch
normalization and ReLU activation functions. Finally, each
pixel is classified by a convolutional layer with a filter size
of 1 × 1 and a pixel-wise sigmoid or softmax activation
function in the output layer.
IV. E XPERIMENT
In the experiment, we compared the proposed network architecture to the standard U-Net architecture to demonstrate
the effects of TMLs for page segmentation. After training
both architectures using two datasets, we evaluated their
pixel-level recall, precision, and F-score values according to
multiple thresholds and visualized the predicted results that
showed large differences in performance between the two
architectures. We also visualized the output features from
the structures that differ between the two architectures.
A. Experimental Setup
1) Datasets and Preprocessing: We used two datasets
for evaluation: the ICDAR2017 dataset and PRimA Layout Analysis (PRimA) dataset [23], [24]. The ICDAR2017
dataset was used in the ICDAR 2017 Page Object Detection Competition and contains 2,000 document pages from
1,500 scientific papers with diverse layout and object styles.
The ground truths (GTs) describe three types of objects:
formulas, tables, and figures or images. These objects should
be detected based on rectangular bounding boxes. In our
experiment, we unified these GTs into a single object type
to determine if text regions including the background could
be distinguished. The PRimA dataset contains realistic documents, such as magazines and scientific publications, with
various layouts. In the same way, as for the other dataset,
we unified multiple types of GTs that are related to the text
region to focus solely on text region segmentation.
Fig. 3 presents preprocessed images and GTs for each
dataset. We relabeled the two datasets for binary segmentation and resized all of the preprocessed images and GTs to
512 × 512-pixel grayscale images.
2) Proposed Network Architecture: We used the U-Net
architecture with four skip connections presented in Fig. 11 .
1 We experimented with several different parameter settings, but the trends
were very similar.
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Figure 4. The recall, precision, and F-score values for various thresholds
between 0 to 1.

The number of filters was set to 64 in the first encoder and
the size of all filters was set to 3×3. We used zero paddings
to make the size of the images invariable, even after the
images passed through the convolutional layers. A sigmoid
activation function was used in the final layer.
In the proposed method, TMLs are combined as a block
for the top two skip connections in the U-Net architecture,
as shown in Fig. 1 respectively. The block contains three
different types of TMLs. The differences between these
types are the number of filters and the hyperparameters that
determine how many elements should be multiplied. We set
the number of filters to 64 in total; one for the filter that
multiplies a single element, 20 for two elements, and 43 for
three elements. The filter size was set to 8 × 8.
Additionally, we introduced a mechanism to adaptively
recalibrate the output features of the TML referring to
the squeeze-and-excitation (SE) method. In this mechanism,
first, the maximum value is extracted from each channel of
the output features. Using the extracted maximum values as
input, the load weight for each channel is then calculated
by a multilayer perceptron. Finally, the load values are
multiplied to the output features of the TML to recalibrate
them. Different from the original SE, we utilized global max
pooling instead of global average pooling. This is because
the average feature is inappropriate for emphasizing the
feature channels that extract strong co-occurrence features.
3) Training Details: Neither architecture was pre-trained
using any outside datasets. Both architectures were trained
directly on the ICDAR2017 and PRimA datasets. The

U-Net
Figure 5. Results on the test data from the ICDAR2017 dataset. cyan:
false negative, pink: false positive, blue: true negative, gray: true positive.

ICDAR2017 dataset contains 1,600 training data and 817
testing data. Additionally, 300 of the training data were used
as validation data. We divided the PRimA dataset, which
contains 478 data, into 312 training data, 80 evaluation data,
and 74 testing data. We removed 12 instances of inappropriate data. For training with the ICDAR2017 dataset, we set
the number of epochs to 250. For the PRimA dataset, we set
the number of epochs to 1,000 to ensure sufficient training
for the smaller dataset. We used binary cross-entropy as a
loss function and Adam as an optimizer for training.
B. Results
Fig. 4 presents a performance comparison between the
proposed architecture and the original U-Net for both
datasets. The proposed architecture achieved superior performance compared to the original U-Net in terms of F-score
and recall for both datasets.
The prediction results for testing data from the ICDAR2017 dataset for both architectures are presented in
Fig. 5. The true negative appears in blue color and the
true positive appears in a gray color above the original
image. The area that was not detected in the GTs (false
negative) appears as a cyan color and the area that was
over-detected (false positive) appears as a pink color. Fig. 6
also presents the prediction results for testing data from
the PRimA dataset for both architectures. Examples of poor
prediction results for testing data are presented in Fig. 7. As
shown in Fig. 7, the recall of the proposed method is high,
but the F-score is lower than the U-Net due to precision.
Fig. 8 presents a visualization of the output features for
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Figure 7. Poor predictions results for testing data. Because text elements
in figure region were over-detected, the precision of the proposed method
is lower than that of the original U-Net.

U-Net
Figure 6. Results on the test data from the PRimA dataset. cyan: false
negative, pink: false positive, blue: true negative, gray: true positive.

both a TML in the proposed architecture and first skip
connection in the original U-Net based on the left sample
in Fig. 5. We only selected a single output feature that is
strongly related to segmentation.
C. Discussion
We demonstrated that TMLs improve the performance for
page segmentation. As shown in Fig. 4, the recall values of
the original U-Net vary according to the threshold, whereas
the proposed architecture shows consistently high recall
values. Each predicted value per pixel varies for the original
U-Net, whereas the values are relatively stable for the
proposed architecture presented in Fig. 8, which is expected
to lead to consistently high recall values. The precision of
the proposed architecture is not significantly different from
that of the original U-Net, but the difference in recall leads
to a noticeable overall model performance gap.
We considered that the co-occurrence features from TMLs
play a big role in the performance gap. The output features
for the target regions are blurry in the original U-Net results
whereas the output features show clarity in the proposed
architecture as shown in Fig. 8. These results indicate
that co-occurrence relationships between neighboring pixels
within the same region can be extracted in the proposed
architecture. We hypothesize that this is why the proposed
architecture produces similar sharpness values for regions
with the same attributes and why it produces much clearer
rectangular bounding boxes compared to the original U-Net.
We also demonstrated that the ability of TMLs to extract
co-occurrence features is effective for extracting periodic

features from documents. When comparing the F-scores of
different predicted samples, remarkable differences between
the two methods were observed for documents containing
formula and table regions. As shown in Fig. 5, the left
sample is an image that contains a table, formula, and figure
regions. we can confirm that there are no big differences in
the figure regions between the two architectures, but there
are remarkable differences between the formula and table
regions. In case of the right sample, there are also apparent
differences for segmenting all target regions that contain
formula regions with periodicity. Furthermore, as shown in
Fig. 6, we also confirmed that there is an overall lack of
segmentation in repeated main text elements for the original
U-Net. In particular, in the left sample, repeated sentences
on the bottom right can also be detected much better
by the proposed architecture. Therefore, we can conclude
that TMLs make it possible to recognize periodicity when
combined with the CNN architecture and that such texturelike periodic features are effective for page segmentation.
In addition to the annotated regions, the proposed architecture also detected the text elements in the image presented
in Fig.7. One possible explanation of this is that the proposed
architecture extracted texture-like features from the text and
eventually segmented the text elements in the images. Such
over-detected regions can be rejected later through postprocessing, which will improve overall performance for page
segmentation.
V. C ONCLUSION
We proposed a novel method using a CNN with TMLs
for extracting semantic structures from documents. By combining TMLs with the CNN architecture, the model can be
trained in an end-to-end fashion using not only local features
but also texture-like features. We compared the proposed
architecture to an original U-Net to demonstrate the capability of TMLs for page segmentation. The results revealed
that TMLs improve performance in terms of F-score, with a
major improvement in recall. Based on the large F-score
differences between the two compared architectures, we
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Figure 8. Visualization of output features from both a TML (proposed
method) and first skip connection (U-Net) of each architecture. We only
visualize an output that is highly relevant to prediction. The input sample
is the same sample as the left sample in Fig. 5.

confirmed that TMLs are effective for segmenting regions
where periodic patterns appear, such as main text and tables.
In future work, we will focus on segmenting region that
has an inherent periodicity (e.g., table segmentation). We
also plan to incorporate the proposed method into a layout
analysis procedure including pre/postprocessing.
ACKNOWLEDGMENT
This work was supported by JSPS KAKENHI Grant
Number JP17H06100.
R EFERENCES
[1] K. Chen, M. Seuret, J. Hennebert, and R. Ingold, “Convolutional neural networks for page segmentation of historical
document images,” in International Conference on Document
Analysis and Recognition, 2017, pp. 965–970.
[2] K. Chen, M. Seuret, M. Liwicki, J. Hennebert, and R. Ingold, “Page segmentation of historical document images with
convolutional autoencoders,” in International Conference on
Document Analysis and Recognition, 2015, pp. 1011–1015.
[3] T. M. Breuel, “Robust, simple page segmentation using hybrid
convolutional mdlstm networks,” in International Conference
on Document Analysis and Recognition, 2017, pp. 733–740.
[4] Y. Xu, W. He, F. Yin, and C. Liu, “Page segmentation for
historical handwritten documents using fully convolutional
networks,” in International Conference on Document Analysis
and Recognition, 2017, pp. 541–546.
[5] H. Alhritire, F. Cloppet, C. Kurtz, J. Ogier, and N. Vincent,
“A document straight line based segmentation for complex
layout extraction,” in International Conference on Document
Analysis and Recognition, 2017, pp. 1126–1131.
[6] S. Ghosh, D. Lahiri, S. Bhowmik, E. Kavallieratou, and
R. Sarkar, “Text/non-text separation from handwritten document images using LBP based features: An empirical study,”
Journal of Imaging, vol. 4, no. 4, p. 57, 2018.
[7] V. P. Le, N. Nayef, M. Visani, J. Ogier, and C. D. Tran, “Text
and non-text segmentation based on connected component
features,” in International Conference on Document Analysis
and Recognition, 2015, pp. 1096–1100.
[8] S. F. Rashid, A. Akmal, M. Adnan, A. A. Aslam, and A. Dengel, “Table recognition in heterogeneous documents using
machine learning,” in International Conference on Document
Analysis and Recognition, 2017, pp. 777–782.
[9] A. Gilani, S. R. Qasim, I. Malik, and F. Shafait, “Table
detection using deep learning,” in International Conference
on Document Analysis and Recognition, 2017, pp. 771–776.

[10] S. Schreiber, S. Agne, I. Wolf, A. Dengel, and S. Ahmed,
“DeepDeSRT: Deep learning for detection and structure
recognition of tables in document images,” in International
Conference on Document Analysis and Recognition, 2017, pp.
1162–1167.
[11] C. Yu, C. C. Levy, and I. Saniee, “Convolutional neural
networks for figure extraction in historical technical documents,” in International Conference on Document Analysis
and Recognition, 2017, pp. 789–795.
[12] S. Bhowmik, R. Sarkar, M. Nasipuri, and D. Doermann,
“Text and non-text separation in offline document images:
A survey,” International Journal on Document Analysis and
Recognition, vol. 21, no. 1, pp. 1–20, 2018.
[13] X. Yang, E. Yumer, P. Asente, M. Kraley, D. Kifer, and
C. Lee Giles, “Learning to extract semantic structure from
documents using multimodal fully convolutional neural networks,” in IEEE Conference on Computer Vision and Pattern
Recognition, 2017, pp. 5315–5324.
[14] P. Hiremath and S. Shivashankar, “Wavelet based cooccurrence histogram features for texture classification with
an application to script identification in a document image,”
Pattern Recognition Letters, vol. 29, no. 9, pp. 1182–1189,
2008.
[15] M.-W. Lin, J.-R. Tapamo, and B. Ndovie, “A texture-based
method for document segmentation and classification,” South
African Computer Journal, vol. 2006, no. 36, pp. 49–56,
2006.
[16] H. Hayashi and S. Uchida, “A trainable multiplication layer
for auto-correlation and co-occurrence extraction,” in Asian
Conference on Computer Vision, 2018.
[17] A. K. Jain and Y. Zhong, “Page segmentation using texture
analysis,” Pattern Recognition, vol. 29, no. 5, pp. 743 – 770,
1996.
[18] A. Oyedotun, Oyebade K.and Khashman, “Document segmentation using textural features summarization and feedforward neural network,” Applied Intelligence, vol. 45, no. 1, pp.
198–212, 2016.
[19] O. Ronneberger, P. Fischer, and T. Brox, “U-Net: Convolutional networks for biomedical image segmentation,” in Medical Image Computing and Computer-Assisted Intervention,
2015, pp. 234–241.
[20] M. Fink, T. Layer, G. Mackenbrock, and M. Sprinzl, “Baseline detection in historical documents using convolutional
U-Nets,” in International Workshop on Document Analysis
Systems, 2018, pp. 37–42.
[21] K. Ma, Z. Shu, X. Bai, J. Wang, and D. Samaras, “DocUNet:
Document image unwarping via a stacked U-Net,” in IEEE
Conference on Computer Vision and Pattern Recognition,
2018, pp. 4700–4709.
[22] C. G. Stahl, S. R. Young, D. Herrmannova, R. M. Patton,
and J. C. Wells, “DeepPDF: A deep learning approach to
extracting text from PDFs,” in Proceedings of the Eleventh
International Conference on Language Resources and Evaluation, 2018.
[23] A. Antonacopoulos, D. Bridson, C. Papadopoulos, and
S. Pletschacher, “A realistic dataset for performance evaluation of document layout analysis,” in International Conference on Document Analysis and Recognition, 2009, pp. 296–
300.
[24] L. Gao, X. Yi, Z. Jiang, L. Hao, and Z. Tang, “ICDAR2017
competition on page object detection,” in International Conference on Document Analysis and Recognition, 2017, pp.
1417–1422.

